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ABSTRACT 
 
Fencers in foil and sabre are often concerned with their referees’ preferences when determining 

priority, which determines who receives the point in a bout [1]. Oftentimes, humans fail to 

rationally determine priority and apply the rules fairly, leading to inconsistencies in decisions 

in the same bout. This often causes heated arguments and much discord in fencing competitions 

[2]. 

 
This paper develops software to identify fencers on a video recording, locate key points in their 

body’s structure, record their movements and critical metrics about their performance, and 

match them with an objective expert knowledge system in order to determine who truly has 

priority at any given time in the match. We tested out several pose estimation algorithms, such 

as Yolov5, Yolov7, and MediaPipe in order to determine which one has better accuracy and 

performance in order to be able to deliver precise, unbiased, and fair refereeing decisions in a 

short period of time, and then allow the referees to reference the logic behind the decision, as 

well as see all the data that the decision was based upon in order to validate its veracity [3][4]. 

We also use caching technology to be able to quickly reload and review previous decisions in 

case any doubt about the bout’s outcome arises post-fact. 
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1. INTRODUCTION 
 
In foil and sabre fencing, the concept of right-of-way, or priority, exists to determine which 

person will get the point in the common situation where both fencers successfully land a valid hit 

on target [5]. The person who has priority is the one who is attacking, which often means to be 

moving towards their opponent while their opponent is retreating, however, if the person’s march 
forward is too slow, it will be considered preparation and not an attack. The fine line between 

preparation and attack is extremely minute, with no specific definition of it in the rules of the 

International Fencing Federation which is the official governing body of the sport [6]. In the rule 
books, the only definition of an attack is that it must be committed within the “fencing time”, 
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which has no objective definition. The interpretation of this has changed over time as the sport 
evolves with more leniency given to the extent of this time and more power to individual referees 

to give their own judgment, leading to conflicting decisions not only between different referees 

but even the same referee between points. 

 
Our program strives to revolutionize fencing refereeing by allowing competition runners to 

access software that provides them with data-driven decisions by integrating and optimizing 

machine learning technology, as well as implementing an objective way to back them up under 
scrutiny from participants and fans alike. 

 

This technology is applicable not only to fencing competitions but also when practicing [9]. 
Fencers are often unable to have a third person on the side refereeing them, and disagreements 

often occur without a referee, which reduces the effectiveness of practice and slows down the 

process. 

 
Some AI fencing referees for foil and sabre have been proposed to resolve the issue of 

inconsistencies in referees, which allow the users to attain a more impartial judgment on the 

decision of a point. For example, AllezGo is a full neural network model-based referee that is 
trained on existing labeled videos in order to make a decision. It uses “Fencing-AI” by Douglas 

Sholto to obtain marked videos, which are then used to train his model and allow it to make calls 

[10]. However, neural networks are opaque in the sense that their specific parameters are not 
visible to humans and can only be seen in terms of their weight in the decision-making process. 

Consequently, their output cannot be explained, and the dataset on which the model is trained 

could lead to potential systematic unreliabilities and biases. Therefore, when the model’s 

decisions are questioned, the user cannot offer an answer to the reasoning behind the decision, 
which is often asked by fencers in competitions. Due to the high stakes of competitions, it can 

harm both the fairness and bring to question the results of the tournament if the model is used to 

judge it, especially in more controversial cases. There is another AI-based fencing referee that is 
dealing with sabre fencing exclusively, “How to use convolutional neural networks to build a 

referee” by Rui Guo [7]. The product of the aforementioned paper is similar to AllezGo in its 

method of obtaining a decision through a trained neural model with the ability to detect blade 

contacts using a second neural network which serves to increase its accuracy in sabre fencing. 
This presents it the same problem as AllezGo as well as the inability to be applied to both foil and 

sabre because it will be more inaccurate in the context of foil.  

 
In this paper, we follow the same line of research by trying to help the user find an unbiased and 

objective referee. Our method starts with preprocessing the video and marking it with keypoints, 

and then we analyze the video frame by frame to track certain critical statistics such as velocity, 
acceleration, and extension of the weapon arm to help us to make the decision. Compared to 

AllezGo and similar complete neural network-based referees, our parameters are completely 

transparent and open for the viewer to see and understand the logic behind why the decisions 

were made. This allows the tournament organizers to ensure that the decisions are completely 
unbiased and objective, as well as easily demonstrated to both competitors and sponsors. 

Furthermore, the ease of access and mutation of the parameters and thresholds allow us to 

quickly change and modify our referee to adapt to the ever-changing rules and preferences of the 
governing body without the need for an adaptation period where the model must be retrained 

which is both time-consuming and extremely expensive financially.  

 
Another feature of our program is that it is easily extendable to sabre fencing as well. In sabre 

fencing, the concept of priority also exists to determine who receives the points, with differences 

in the specific rules that govern how movement affects priority. Using our program, we can 



Computer Science & Information Technology (CS & IT)                                     105 

change it to fit sabre fencing and add other statistics that we would like to track without having to 
completely retrain our model. 

 

The rest of the paper is organized as follows: Section 2 gives the details on the challenges that we 

met during the experiment and designing the sample; Section 3 focuses on the details of our 
solutions corresponding to the challenges that we mentioned in Section 2; Section 4 presents the 

relevant details about the experiment we did, following by presenting the related work in Section 

5. Finally, Section 6 gives the conclusion remarks, as well as pointing out the future work of this 
project. 

 

2. CHALLENGES 
 

In order to build the project, a few challenges have been identified as follows. 

 

2.1. Model Selection 
 

The first challenge was the selection of a model that we would use to track the fencers and 

identify the key points and components. At first, we used a model called MediaPipe in 

combination with YoloV5 to complete that task. Unfortunately, that model was only capable of 
utilizing the CPU of the computer and, with a computation and graphical analysis heavy program 

like ours, was struggling even on very powerful CPUs as well as had tracking issues, sometimes 

even failing to detect one of the fencers [8]. This made it unable to accurately obtain the critical 
statistics and allow for it to be run on end users’ portable laptops that are present at both 

competitions and in training sessions at the club. Since this model is a critical part of our project, 

we had to pick the one with the best balance of performance and quality of keypoint detection in 
order for our program to be practical.  

 

2.2. Writing the rules/Defining thresholds 
 

Another challenge that we faced was writing the rules based on the data that would ultimately 

make the decision. In fencing, there is no specific definition of what an attack is, which is what 
allows the fencer to have priority. The only defining characteristic is that the fencer must attack 

within “fencing time,” however, this phrase has no definition either. The definition of an attack 

and priority has largely been decided through meetings of the International Fencing Federation 

which sets and changes the definition over time and creates new norms with how international 
referees call the actions, which then is eventually spread to the federations and competitions of 

each country. Since there is no technical definition for these terms, it is very difficult to translate 

the human notions of “moving first,” “extending first,” and “advancing” into mathematical 
formulas that take advantage of the computer’s computational power and ability to analyze the 

bout in stop motion. 

 

2.3. Lack of Datasets 
 

Finally, a big obstacle in finding a solution to our problem is the lack of datasets which are 
representative of the different situations that occur on piste. We needed to find both general and 

edge cases to ensure that the program would work as intended no matter what happened in the 

bout, as every fencing bout is different, with each fencer having different styles and natural 

movements. We have to account for a great variety of speeds, directions, and ways fencers move 
their bodies and extend their arms. It takes not just time but also expert knowledge to be able to 

find and identify videos for each and every possible situation that could arise. Furthermore, 

accounting for lighting, camera quality, position, and framerate, as well as the number of people 
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in the frame, makes it extremely difficult to find high-quality videos which we can use the 
statistics from as the reference in order to create the basic rules and settle on rational thresholds 

that could work for a larger superset of bouts.  

 

3. SOLUTION 
 
AIFR is a novel knowledge-based AI-driven fencing judging solution that aims to fill the niche of 

being a customizable and transparent application that will allow tournament organizers to build 

trust with their competitors and the people providing funding for the event by being able to 
definitively say that their judging is objective and unbiased. It is composed of two sub-programs, 

which are the processing component and the player component, which are loosely coupled in 

order to ensure our ability to evolve our design to other potential software architectures, such as 

client-server if we wanted to potentially create a web endpoint or a phone application due to the 
inherent limitations of those two technologies. The processing app utilizes Yolov7’s keypoint 

detection capabilities in order to sift through a video frame by frame while tracking statistics 

which are easy to create and tinker with to achieve the exact specifications for the current 
tournament and refereeing convention [8]. Then, the player app is able to play back the video 

either frame-by-frame or in full motion with the key points and statistics displaying every 

moment’s data in an easily readable format that contains graphs and flags which show the current 
state of the bout with the current threshold settings. We have also implemented a way to cache 

the results of previous operations in order to minimize time spent verifying outputs and also 

worked on optimizing its performance so that the app can function even on less-than-stellar 

machines, while still retaining most of its accuracy and producing the result within a reasonable 
time frame. 

 

 
 

Figure 1. Overview of the solution 
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Figure 2.  Screenshot of code 1 

 

This code is the main processing loop of the program that goes through the video frame by frame 

and tracks the keypoints as well as records the required statistics to be sent to the player to be 
analyzed. It also draws the keypoints and lines on the limbs of the fencers. In lines 93-100, we 

convert the video frame by frame into the appropriate color and format for Yolov7 and then send 

it to the memory of the device that is used for the model to analyze. Then in lines 103-107 we 

start to track the time it takes for the model to process the image and feed the image through it. In 
lines 112-123, we update the key statistics using functions we have written every three frames to 

smooth out the data and minimize noise. 

 

 
 

Figure 3. Screenshot of code 2 

 

The next step we take is in 128-134, here we convert the image back to the CV2 format. From 
lines 135 through 140 we find the center of mass of each fencer to be used in identifying whether 

each fencer is on the left or the right. In lines 142-160, the detections are processed using the 

processKeyPoints() method of the rules module, and the keypoints are drawn on the image. 
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Figure 4. Screenshot of code 3 

 

Lastly, we write down the frames per second on the image and add it to the list of images that 
have already been processed. 

 

 
 

Figure 5. Screenshot of code 4 

 

The function countFrames() counts the number of frames in the entire video. The __init__() 

method is the special dunder method which initializes all of the variables required for the object 

to function. The updateHistories() method updates the Histories two-dimensional array with the 
current positions of the fencer and updateSpeed() uses the position of the center of mass and the 

frames elapsed to calculate the speed and acceleration of the fencer with regards to the time 

passed.  
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Figure 6. Screenshot of code 5 

 

The method getExtension() identifies how extended a fencer’s arm is with a numeric value by 

calculating the distance between the elbow and the line between the shoulder and hand through 
the keypoints found in the main processing loop. The getCMass() method finds the center of 

mass, processKeyPoints() transforms the keypints into a list of positions, and getPosition() is 

used generally to find keypoints of any detection and not just the fencers. These three methods 

offer crucial data that is then used in other methods and the actual rules to make judging 
decisions. 
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Figure 7. Screenshot of code 6 

 

This is the logic function of the player where the actual decisions are made using the methods 

where the flags are the indicator of critical data. The flags are printed with the printFlags() 
method and the multi-threading is done with the load_video() method to reduce the playback time. 

Finally, in the generateFlags() method we use multiple if and else if statements to check what 

each fencer is doing and make the final decision. 

 

4. EXPERIMENT 
 

4.1. Experiment 1 
 
The experiment 1 will recruit experienced foil fencers and record their movements and actions 

during at least 100 bouts. The equipment used will be high-quality video cameras and a pose 

estimation system to accurately track the fencers' movements. The recorded data will then be 
analyzed, and the accuracy of the pose estimation system compared with the referee's decision-
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making using statistical methods. The level of agreement between the referee's decision and the 
pose estimation system will be calculated and presented in a clear and concise manner, along 

with graphs. Overall, this experiment seeks to provide objective metrics and evidence-based 

decision-making tools that can be used to support referees in making more accurate and 

consistent decisions during fencing bouts. 
 

 
 

Figure 8. The accuracy of the project 

 

Based on the data, it appears that the pose estimation system achieved a high level of accuracy in 

the majority of bouts. Specifically, it achieved an accuracy of 80%-100% in 77 out of the 100 

bouts recorded. This suggests that the system was highly effective in accurately identifying and 
tracking the fencers' movements and actions. 

 

It is also notable that the system achieved an accuracy of 60%-80% in 17 bouts. While this is a 
lower level of accuracy compared to the higher range, it is still a relatively good level of accuracy 

and suggests that the system was able to identify the majority of the fencers' movements and 

actions correctly. 
 

However, the system's accuracy was lower in a smaller number of bouts, achieving an accuracy 

of 40%-60% in five bouts and 20%-40% accuracy in just one bout. While these lower levels of 

accuracy could be attributed to various factors, such as technical issues or complex movements 
by the fencers, it is still important to investigate and identify the causes to further improve the 

system's accuracy. 

 
Overall, the data suggest that the pose estimation system is a promising technology for improving 

the consistency and accuracy of referee decision-making in foil fencing. 

 

4.2. Experiment 2 
 

The experiment 2 aims to collect user feedback from experienced foil fencers who have used the 
pose-estimation-based fencing refereeing system in previous competitions. The experiment 

involves conducting a survey to collect feedback from 100 participants. The survey will include 

questions on ease of use, accuracy, and preference for the pose-estimation-based system over 

traditional refereeing methods. The survey responses will be collected in score numbers from 0-
10. Numbers will be analyzed to identify common themes and suggestions for improvement. The 
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findings from the experiment will be used to inform future developments and improvements to 
the system to enhance user satisfaction and effectiveness. 

 

 
 

Figure 9. User Satisfaction 

 
Based on the data results, the majority of experienced foil fencers who have used the pose-
estimation-based fencing refereeing system in previous competitions rate the system highly. 

Specifically, 76 users rate the system as 8-10 out of 10, indicating a high level of satisfaction and 

effectiveness. Additionally, 19 users rate the system between 6-8, indicating that they found the 

system moderately effective. However, there were some users who gave lower ratings, with one 
user rating the system between 2-4 and no users rating the system as 0-2. Overall, the data 

suggests that the pose-estimation-based fencing refereeing system is well-received by 

experienced foil fencers and is an effective alternative to traditional refereeing methods. 
 

The experiment 1 results indicate that the pose-estimation-based fencing refereeing system 

effectively addresses the challenge of inconsistent referee decision-making in foil fencing by 

achieving a high level of accuracy. The system achieved 80%-100% accuracy in the majority of 
bouts, but lower accuracy levels were observed in some bouts. The data suggest that the system is 

a promising technology for improving referee decision-making consistency and accuracy in foil 

fencing, but further investigation is needed to address technical issues and complex movements 
that may impact the system's performance. Overall, the experiment 1 results meet our 

expectations and provide valuable insights for future improvements. 

 
The experiment 2 results demonstrate that the pose-estimation-based fencing refereeing system 

effectively addresses the challenge of inconsistent referee decision making in foil fencing, and is 

well-received by experienced foil fencers. The majority of users rated the system highly, 

indicating a high level of satisfaction and effectiveness. However, some users gave lower ratings, 
providing feedback for future improvements. Overall, the experiment 2 results meet expectations 

and provide valuable insights for enhancing user satisfaction and effectiveness.  

 

5. RELATED WORK 
 

This is a similar paper that proposes another solution to the problem through fully training an AI 

algorithm to examine and produce a refereeing decision specific to sabre fencing [11]. Compared 

to our application, this is able to be more accurate than ours in sabre fencing because it is able to 
detect blade actions. However, due to the fact that the process of training the model is both time-
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consuming and expensive, it is hard to adapt it when the trends and rules of fencing change. 
Furthermore, because it is an AI algorithm it is extremely difficult  to transparently understand 

the parameters which the algorithm is using to make a decision, therefore making it impossible to 

back up the decisions and prove that they are completely objective. 

 
This application is also similar to ours and the previous one mentioned by being driven 

completely by a trained AI algorithm and is able to determine who had priority at any time and 

display it on screen for easy viewing [12]. When it is compared to our’s, similarly it has the 
advantage of accuracy but it is more computation-heavy. The decisions cannot be made in a 

timely manner therefore, this application can only be used to overlay priority on the screen for 

people who don’t know the rules to easily be able to understand what is happening. 
 

YoloV7 was used in this projection as our main pose estimation algorithm [13]. It is also capable 

of object detection and instance segmentation which can be used to further improve our 

application. During our testing, we used an earlier model called YoloV5 in conjunction with 
MediaPipe to estimate the poses, however, this was slow and inaccurate. Switching to YoloV7, 

we were able to only use one algorithm which sped up the process and produced better 

performance. This algorithm was more complex compared to MediaPipe, and required us to do a 
more advanced setup for calculating the keypoints and critical statistics.  

 

6. CONCLUSIONS 
 

We first process and analyze the videos to obtain the keypoints and limbs of the fencers [14]. 
Then, we use these keypoints to calculate the various data that will be used in determining the 

priority. And finally, the data is used by the rules to produce the final decision. We also tested the 

project with two detail designed experiments. 
 

The experiment 1 results demonstrate that the pose-estimation-based fencing refereeing system 

effectively addresses the challenge of inconsistent referee decision-making in foil fencing by 
achieving a high level of accuracy in the majority of bouts. However, further investigation is 

needed to improve the system's accuracy in the cases where lower accuracy levels were achieved. 

 

The experiment 2 results provide insight into areas for improvement. While the majority of users 
rated the system highly, there were some who gave lower ratings. By analyzing the survey 

responses and identifying common themes and suggestions for improvement, future 

developments and improvements can be made to enhance user satisfaction and effectiveness even 
further.  

 

The first limitation we have is the lack of blade detection [15]. Even though most points don’t 

result from blade actions, it is necessary to have it if there is no presence of a human referee, The 
second limitation is that there must be changes and tweaks to the specific thresholds of our 

algorithm due to the difference of camera position and quality at each competition or venue. The 

third limitation is that we cannot have a third person in the frame because our pose detection 
works by finding a left and right fencer to determine the data, so in the presence of a third person, 

the algorithm may not be able to determine who the fencers are. 

 
To counter the limitations, we could train a custom model to detect the blades and therefore be 

able to track them and include blade actions when making the decision. Similarly, we can train a 

model to detect the fencers based on their masks and also an automatic threshold-determining 

feature that requires the user to input the position of the camera and its specifications.  
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